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Abstract— Clock frequency and transistor density increases
have resulted in elevated chip temperatures. In order to meet
temperature constraints while still exploiting the performance
opportunities enabled by continued scaling, chip designers have
migrated towards multi-core architectures. Multi-core architec-
tures use multiple cores running at moderate clock frequencies
to run several threads concurrently, which increases overall
system throughput. In this work, we propose novel methods
to find the optimal operating parameters, i.e., frequency and
voltage, that maximize a multi-core system throughput under
thermal constraints. By adjusting core clock frequencies and
voltages, on-chip power dissipation can be spatially and tem-
porally distributed to maximize the chip’s physical performance
during runtime. We propose a simple, yet efficient model
that accurately characterize the effects that changes in clock
frequency and voltage have on on-chip temperatures. Using
the model, we find the optimal operating conditions for the
following scenarios: (1) standard processor performance, where
various cores operate using identical operating parameters,
(2) optimal processor performance where each core can have
its own frequency and voltage, and (3) optimal processor
performance with thread priorities, where each core runs a
thread of varied importance. We run several experiments across
six different technology nodes to validate the work, assuring
that our models and methods are accurate. Our methods
demonstrate the total physical performance of a multi-core
system can be increased by up to 33.4% without violating the
maximum temperature constraints.

I. INTRODUCTION AND MOTIVATION

Technology scaling enables doubling the number of tran-
sistors per unit area with every technology scaling. In ideal
scaling, supply voltages are scaled down appropriately to
reduce the power density. However, thermal noise, process
variations, and less-than-ideal scaling of the threshold volt-
age have slowed the scaling of supply voltages. Without
ideal voltage scaling, on-chip power density increases with
new technology generations, which leads to higher on-chip
temperatures. Elevated temperatures are traditionally tackled
by removing the dissipated heat with improved packaging
technology and active cooling systems. However, improve-
ments in packaging techniques are expensive, complex, and
bulky, making them economically and ergonomically ex-
pensive. High temperatures increase sub-threshold leakage
current, which increases the overall processor power con-
sumption. Furthermore, increased temperatures also increase
the circuit delay, decrease the mean time to failure, and can

cause permanent physical damage to the chip. In general,
increased on-chip temperatures are detrimental to processor
performance, power, and reliability. Thus, new solutions to
the “thermal wall” are needed.

Despite that smaller transistors have the potential to be run
at high frequencies, thermal constraints continue to restrict
their operating frequencies. Chip designers have alleviated
the thermal complications through the use of multi-core
architectures, which continue to increase system throughput
by utilizing the chip area created by scaling. Rather than
focusing on improving the single-thread performance, multi-
core architectures have several independent cores that con-
currently compute different threads. However, since there are
several independent processing units, running them at mod-
erate frequencies does still permit large performance gains.
With an ideal amount of thread level parallelism (TLP),
performance can approximately double with each technology
generation. However, a given workload has a fundamental
limit on extractable concurrency. Thus, situations may occur
where all of the cores in a multi-core processor may not be
in use. In fact, coding and compiling for TLP is one of the
most difficult challenges of multi-core processors.

In recent years, dynamic thermal management (DTM) has
emerged as a method to deal with thermal constraints in
state-of-the-art processors. DTM methods read in the current
thermal state of a processor, either directly using temperature
sensors or indirectly using performance counters, and make
changes to processor parameters to appropriately adjust the
temperature. Most DTM techniques impose some form of
performance penalty. For example, decreasing the pipeline
issue width will decrease the number of switching transistors,
and thus, the amount of power dissipated, but will also
increase the cycles per instuction. Research into DTM tech-
niques attempts to maintain temperature constraints, while
minimizing performance degradation. One of the important
techniques in DTM is the ability to dynamically control
the individual physical operating parameters, i.e., frequency
and voltage, of each core. Dynamic Frequency and Voltage
Scaling (DVFS) can be used to throttle the processor perfor-
mance at any time to reduce elevated temperatures [3], [13].
Upcoming processor designs offer multiple cores, each with
its own clock tree and power network (e.g. AMD quad-core
Phenom Processor [2]). This can facilitate the application of
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DVFS techniques at the core level.
Our work seeks to find the optimal frequency and voltage

setting of each core in a multi-core system such that an
imposed thermal constraint is not violated during runtime and
the total physical performance is maximized. For this work,
total physical performance is defined as the sum of clock
frequencies of all cores. While not entirely accurate, the
sum of frequencies is a reasonable choice, and it is typically
correlated with the total system throughput, especially if all
workload threads are independent. In many-core systems,
finding the optimal operating parameter settings through
exhaustive enumeration is computationally infeasible due
to the large search space and certainly is not possible to
achieve during runtime. Thus, to find the optimal frequencies
and voltages during runtime, it is necessary to abstract a
processor’s design into a mathematical formulation that can
be quickly solved during runtime under various optimization
objectives and constraints.

For the given problem in hand, formulating such a math-
ematical model is difficult for a number of reasons. First,
within the chip, heat is transferred in all three dimensions.
Thus, power released by units within the processor can travel
out of the chip via the package, or be transmitted laterally
to other units nearby. Thus, the temperature of a section
of the die is not only dependent on the power dissipated
in that section, but also on nearby areas’ power. A second
modeling complication arises from coupling between power
and temperature. Leakage current increases with increasing
temperature. However, temperature is a power dependent
quantity. With increasing power comes increasing tempera-
ture, which in turn increases power more. Therefore, temper-
ature and power are coupled through Leakage Dependence
on Temperature (LDT). Third, cores exhibit spatial variations
in temperature. In other words, power is not uniformly
dissipated across a core; one area within a core may be sig-
nificantly hotter than another. A fourth complication comes
with changes in process parameters at different technology
nodes. Examinations of current technology nodes (65nm)
may not be applicable to future nodes (45nm, 32nm, and
beyond). Lastly, these models are complicated by the fact
that different workloads may use different core modules at
different rates. This means that one workload may heat one
part of the chip a great deal, while another workload may
be power intensive in a totally different section of the die.

Our modeling and learning techniques attempt to address
all of the aforementioned challenges. In particular, the major
contributions of our method are as follows.
� Using machine learning techniques, we propose a ther-

mal characterization model for multi-core systems that
produces accurate temperatures given the individual
core operating frequencies, voltages, and workloads.
The model incorporates both vertical and horizontal heat
transfer and the leakage dependence on temperature.
This characterization is achieved during runtime using
the temperatures observed from the on-die thermal
sensors.

� We use the parameters of the power-thermal model

to formulate a design optimization space using linear
programming. An exploration of this space quickly
gives the potential performance improvements in multi-
core systems with thermal constraints.

� We propose using the model and optimization tech-
niques during processor operation with multiple thread
priorities. In this scheme, cores will run threads of
varying importance. The operating system can assign
the optimal frequencies and voltages to the cores so
that critical threads are completed more quickly without
violating temperature constraints.

� The models, methods, and optimizations are all tested
on several systems and core arrangements, at several
technology nodes. In addition, the results are validated
using previously confirmed full-scale power and thermal
models. The results show that it is possible to boost the
physical performance of multi-core processors by up
to 33.4% without violating thermal constraints. Most
importantly, our optimizations can be executed within
existing multi-core system designs.

The organization of rest of this paper is as follows. Section
II provides a brief overview of recent existing research ideas
in this field. Section III provides the main methodology
behind our proposed approach. Section IV provides the main
experimental results ideas of this approach. Finally, the main
conclusions of this work are provided in Section V.

II. PREVIOUS WORK

There has been much DTM research focusing on methods
for recovering from thermal emergencies [6], [13], [11], [16],
[18] These works center mostly on what to do when a chip’s
temperature rises above a certain threshold. Our work, on
the other hand, focuses on maximizing performance under a
given steady-state temperature constraint. In other words, we
seek to keep temperature at a reasonably constant level by
working with some of the same parameters that are utilized
in the emergency DTM techniques. Even in our steady-state
methods, however, temperatures may fluctuate with code
intensity and external factors such as ambient temperature.
Therefore, it is still possible that sections of the chip may
reach emergency temperatures. Thus, our methodology is de-
signed to complement existing DTM techniques to maximize
processor throughput while still assuring that the chip will
never reach extreme temperatures.

Several recent works have been conducted along similar
lines to our work. Rao et al. [15] develop system level
expressions for number/speed of active of cores with thermal
constraints. The goal in this work shares similarities to
our own: a method for determining system-level parameters
in thermal management environments. However, their work
ignores lateral heat transfer, which was shown in [13] to be
of critical importance. For example, Skadron [17] comments
that the horizontal heat transfer path can account for up to
30% of heat transfer. In another recent work Murali et al. [14]
propose the use of convex optimization methods to solve the
problem of temperature-aware processor frequency assign-
ments. However, their work does not offer a clear, generic
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method to calculate the parameters of the convex model,
and they do not report the speedups achieved while using
the proposed method in comparison to traditional frequency
assignment. Furthermore, the reported runtime required to
solve their problem formulations takes “less than few hours”
which reduces the method’s utility in the proposed runtime
setting. Solutions to our proposed models can be solved very
quickly (typically in less than a millisecond). Herbert and
Marculescu [8] examine the success of three different DVFS
schemes at varying levels of voltage-frequency island granu-
larity on a multi-core processor. Their experiments compare
the improvements in energy efficiency for different numbers
of islands on chip. The results show that for a 16 core chip,
the increases in energy efficiency for assigning individual
frequencies and voltages to each core were eclipsed by the
increases in cost and complexity. However, the authors only
investigated the possibility of improving energy efficiency.
Donald and Martonosi [6] show, that individual control
of core operating parameters will bring huge performance
benefits in the context of thermal management, and not
just energy efficiency. These performance improvements will
show that there is a great deal of interest in having an
independent voltage/frequency island for each core in a
multi-core processor.

III. PROPOSED METHODOLOGY: FREQUENCY AND
VOLTAGE PLANNING

To apply any required optimizations, it is first important
to abstract the processor thermal behavior in terms of its
operating parameters in a mathematical model that can be
quickly solved during runtime. We propose to use machine
learning (ML) models to achieve this objective. Potential ML
models include linear, nonlinear and geometric models [1].
It is important to carry out some analysis of the system in
order to choose an appropriate ML model. If the model is
too simple, it is too constrained and its results might deviate
substantially from the observed results, and if the model is
too complex, it might require unnecessary amount of time
for training.

A. Frequency Planning

We first develop a model for frequency planning for
multi-core processors. In this subsection we assume that all
cores operate at the maximum voltage Vmax regardless of
the differences in their frequencies, and in Subsection III-
B, we adjust the model to account for voltage planning as
well. Towards proposing a reasonable ML model, we utilize
the well known duality between RC circuits and thermal
systems. In these thermal RC models, temperature is anal-
ogous to voltage, and current is analogous to heat transfer.
Resistances represent paths of heat transfer, current sources
represent power dissipation, and voltage sources represent
constant temperature sources. Thermal capacitors, represent
the ability to store heat, and are included in transient analysis
(as opposed to steady-state) to model the time dependant
changes in temperature. Consider a very simple system with
two “generic” functional units as shown in Figure 1. In the

Unit 0 � � � � � � �

�

Fig. 1. A simple example of heat transfer models.

figure, unit 0 connects to unit 1 via a thermal resistance Ra.
Both units are connected to the package through additional
thermal resistances R0 and R1. The package is then connected
to the ambient air through Rp. Each unit also generates its
own power, P0 and P1, which is modeled as a thermal current
source. In this work, we model the steady-state junction
temperature. Therefore, thermal capacitors are fully charged
and can be omitted. Solving Kirchhoff’s Current Law for the
above system yields the following results for unit 0:

t0 =
RaRp + RaR0 + R1R0 + RpR0 + RpR1

R1 + R0 + Ra
p0 +

RaRp + RpR0 + R1R0 + RpR1

R1 + R0 + Ra
p1;

which can be succinctly described by t0 = l0;0 p0 + l0;1 p1.
The values of l s depend on the processor design and the
runtime conditions. Thus, our objective is to avoid explicit
calculation of the values of l s and to rather learn them
during runtime using the measurements of the on-die thermal
sensors. For a generic N unit system, we write the temper-
ature at some unit i as

ti =
N

å
j=1

li; j p j (1)

In addition, we propose that the total power (static and
dynamic) of a unit can be approximated as a linear function
of its frequency. Therefore, if we assume a constant supply
voltage, the power of a given unit j can be approximated
by p j = a j f j +b j, where a j models the direct impact of fre-
quency on dynamic power and its indirect impact on leakage,
and b j gives the nominal leakage power. Substituting the
power model in Equation 1 yields

ti =
N

å
j=1

li; j(a j f j + b j) (2)

=
N

å
j=1

li; ja j f j +
N

å
j=1

li; jb j (3)

=
N

å
j=1

pi; j f j +qi (4)

where pi; j and qi are the model parameters to be learned. To
learn the values of the model parameters, we apply k different
input sets of frequencies on the different cores and measure
the temperatures of different units using the on-chip thermal
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Fig. 2. Layout of 16 cores with a total of 276 units.

diodes. Let ti;k denote the kth measured temperature at unit i,
and let f j;k denote the kth applied frequency to core j. Then
the measured temperatures at unit i due to the application of
k sets of frequencies on a N-core processor can be described
by

Ti =

0

BBBB@

ti;1
ti;2
:
:

ti;k

1

CCCCA
=

0

BB@

1 f1;1 � � � fN;1
1 f1;2 � � � fN;2
� � � � � �
1 f1;k � � � fN;k

1

CCA

0

BBBBBB@

q

pi;1
pi;2
�
�

pi;N

1

CCCCCCA
= APi;

(5)
which can be written succinctly in matrix notation as
Ti = APi. For example, Figure 2 shows the layout of a 16
core system based on the Alpha EV6 processor core. In
the system each core has an 17 individual units, and the
cache consists of four large blocks. Thus, the total number
of units where the temperature should be ideally measured
is equal to 17� 16 + 4 = 276. Thus the model parameters,
defined by the Pi’s, have a total of 276� (16 + 1) = 4692
parameters to be learned for all units.

Learning the Model Parameters. Given the ML model, our
objective is to learn the ML model parameters, i.e., Pi for
1� i�N, that give temperature results APi that are “closest”
to the observed temperature measurements Ti. The closest
temperatures are the ones minimize the average squared error
between some k observed and calculated temperatures, i.e.,
minPi jjAPi�Tobsjj2. Using least square error estimation, the
best parameter estimate is given by

Pi = (AT A)�1AT Ti: (6)

Model-based Optimizations. For a given temperature con-
straints Tmax, the inequality

APi � Tmax (7)

defines the polytope of feasible core frequencies that do not
exceed the specified thermal constraints at any unit in the
processor. Our objective to find the point in this polytope
that maximizes the total processor performance composed
of m cores as defined by

max
m

å
i=1

wi fi; (8)

where wi is the weight, or relative importance, of the thread
running on core i. Such optimization can be carried out
using well-established Linear Programming (LP) techniques.
We also add to the linear program two constraints fi � fmin,
which bounds the minimum operating frequency of each
core, and fi � fmax, where fmax is the maximum frequency
that a core can run on without leading to timing violations.

Dynamic Planning. One of the most difficult aspects of
the change to multi-core architectures will be designing and
compiling code from which a great deal of TLP can be
extracted. Therefore, there will be unavoidable situations
where the number of computable threads and the number
of cores may be different. In the case where the number
of “ready” threads is greater than the number of cores, the
operating system will select which threads are to be run
on the available cores. In the case where the number of
cores exceeds the number of threads, the processing power of
the vacant cores will be wasted. To lower the performance
penalty imposed by the stalled cores, we can increase the
speed of the cores with active threads. Assigning frequencies
to the active cores can easily be accomplished by finding the
solution to our linear program. However, in this approach,
the weight constants of this objective function in (8) will not
all be unity. Instead, inactive cores should have no priority
(weight constant will be 0) and active cores will all have
equal priority (weight constants will be equal).

B. Frequency and Voltage Planning

The derived frequency plans in the previous subsection
assume that all cores run at Vmax. Our objective in this
subsection is to adjust the voltage of each core to further
maximize the performance without compromising the tem-
perature constraints. Because dynamic power scales with
the square of voltage, and static power scales directly with
voltage, directly incorporating voltage into our ML model
will transform our model from a linear one to a non-linear
one, which compromises the optimization runtime as well its
practicality. Thus we develop a heuristic model to calculate
the voltage plan from a given frequency plan.

In deriving the optimal frequency plan in the previous
subsection, we assumed that a core had a specified maximum
frequency fmax, and an operating voltage Vmax. In this
subsection, we follow in suit with [14] and assume that a
core running with a frequency f j < fmax can have its voltage
scaled down as follows

Vj( f j) = Vmax

s
f j

fmax
: (9)

A frequency plan finds the optimal frequency for each core
f p

j on the assumption that all cores run at the same maximum
voltage Vmax. We note that setting the voltage of unit j to
be equal to Vj( f p

j ) would reduce its power consumption
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Fig. 3. Illustrating the impact of voltage planning after frequency planning.
The solid blue line shows the the minimum voltage that the circuit needs to
operate on using Equation 9. The dashed red line gives the frequency and
voltage of a unit that leads to constant power.

and temperature of unit j, essentially wasting the oppor-
tunity to leverage the voltage “knob” to further increase
the unit’s frequency. Thus, given frequency f p

j of unit j
we first calculate the unit’s power consumption assuming
Vmax. Then we calculate the maximum frequency f j, where
f p

j � f j � fmax, together with the minimum voltage Vj, where
Vj( f j)�Vj �Vmax, and such that the power of unit j remains
unchanged. In essence our method increases the frequency of
a unit while at the same time decreases its operating voltage,
such that the power profile, and consequently temperature,
stays unaltered. Such adjustment can be carried out as long
as timing violations do not occur, which can be guaranteed
if the voltage is no less than the limit given by Equation
(9). Our procedure is illustrated in Figure 3, where we plot
the lower bound on operating voltage given by equation (9)
using the solid blue line. The dashed red line represent the
constant power contour of a processor unit, where frequency
and voltage vary along the line to maintain the power. The
starting point of the dashed line, at 1.6Ghz and 1.3V, is the
result of the frequency plan, and the intersection between
the two lines gives the maximum frequency and minimum
voltage that the unit can operate on while maintaining the
same power profile and consequently the temperature.

IV. EXPERIMENTAL RESULTS

To simulate the runtime behavior of a multi-core processor,
we setup a simulation infrastructure with widely-used tools
as described in Subsection IV-A. Then we describe how to
generate a number of processor configurations for different
technology nodes in Subsection IV-B. And Subsection IV-C
gives the results of our optimal planning techniques.

A. Simulation Infrastructure

First, it is necessary to set up a tool chain or simulation
infrastructure to simulate the impact of changing the frequen-
cies, voltages and workloads on the temperatures of various
processor units during runtime. Our tool chain (shown in
Figure 4) takes as inputs: the individual cores operating
parameters, the specification of the processor circuitry, and

Fig. 4. General tool chain for simulation infrastructure. PTScalar (which
uses Wattch-like calculation) is used to calculate dynamic power traces from
the given instruction traces of the workloads. CACTI and PTScalar are used
for leakage power simulations. HotSpot is used for thermal simulations.

the workload tasks that the system will run on the cores.
Using these input parameters, the dynamic power of each
unit is calculated and then fed into a thermal simulator. Once
the temperatures have been calculated, they are fed into the
leakage calculator to compute the leakage of each unit. The
leakage power is then added to the original dynamic power
values, and new temperatures are calculated. The process is
iterated until the temperatures converge. The process usually
takes ten iterations or less to reach stable convergence. To
compute the power and temperature values, we use the
following established tools.
� For dynamic power simulation we use PTScalar [12].

PTScalar is a Wattch-like [4] power simulator built as
an extension of the of Simple-Scalar toolset. Simple-
Scalar [5] is a cycle-accurate performance simulator for
modern out-of-order processors. PTScalar is an exten-
sion of this tool that models per-cycle power dissipation
at the 65nm node. With the details of the processor’s
circuitry and the functional unit usage predicted by
Simple-Scalar, PTScalar is able to predict how much
energy each functional unit will dissipate each cycle.

� We also take the expressions for leakage power from
PTScalar, though we construct our own leakage power
calculator in order to maintain tool versatility. To ac-
curately model cache leakage power, we use CACTI
5.0 [19], which has accurate cache leakage values at
current and coming technology nodes. CACTI is an
industry trusted cache access time and power calculator.
CACTI uses simulated data from SPICE models for the
future technology nodes to construct its model. Thus, we
believe its values will be more accurate at later nodes.

� We utilize HotSpot (version 4.0) [17] as our temperature
simulator. HotSpot uses the duality between RC circuits
and thermal systems to model heat transfer in silicon.
Given power values over time, a floorplan, and the
details of a chip’s package, HotSpot uses a Runge-
Kutta (4th order) numerical approximation to solve
the differential equations that govern the thermal RC
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circuit’s operation.
� We use the Alpha EV6 processor as our baseline core

[10]. The EV6 is a out-of-order speculative execution
core that is commonly used as a test-bench core in
thermal management research [12], [18]. Each Alpha
core has its own L1 data cache and L1 instruction cache,
and all of the cores on the chip share a single L2 cache.

� As workloads, we use 8 benchmarks from the
SPEC2000 suite [7]. We use 4 integer benchmarks: gcc,
bzip, mcf, and twolf, and 4 floating point benchmarks:
ammp, equake, lucas, and mesa

B. Setup of Processor Configurations

We examine 7 different technology settings using the
Alpha EV6 processor as our baseline core. Namely, 130nm
(1 core), 90nm, (2 cores), 65nm (4 cores), 45nm (8 cores),
32nm (16 cores), and 22nm with ITRS-predicted low cache
power (32 cores). Each technology generation halves the
area of a given circuit, and doubles the number of transistors
in the cache. Thus, transitioning from one technology node
to the next, doubles the number of cores, and doubles the
memory capacity of the cache. Changes in supply voltages,
threshold voltages, oxide thickness, and other parameters
cause changes in power values with technology. In order to
model these changes in power, we turn to the International
Technology Roadmap for Semiconductors [9]. This work
provides a framework for the industry to follow as scaling
proceeds into the deep sub-micron regime. Assuming the
ITRS trends are accurate, we use them to formulate Table
I. The ITRS report provides us with the expected supply
voltage, expected leakage current per micrometer of gate
width, and expected gate capacitance at past, current, and
future technology nodes. Since our power model is native
to the 65nm node, we must scale these values, according
to the ITRS, for the changes at other nodes. Table 1 is a
summary of the results from the ITRS scaling trends.

C. Results of Frequency and Voltage Planning

Given the simulation tool chain and a processor configu-
ration, we run on each core one of the following workloads
(gcc, bzip, mcf, twolf, ammp, equake, lucas, and mesa)
to create a mix of workloads that multi-core processors
typically encounter. For each workload configuration, the
system parameters have to be learned using Equation 6. Then
to find the optimal frequency and voltage plans, we solve

Technology Node Bulk silicon FD SOI
(nm) 130nm 90nm 65nm 45nm 32nm 22nm

Number of Cores 1 2 4 8 16 32
Supply VDD 1.3 1.2 1.1 1.0 0.9 0.8

Leakage = mm width 0.01 0.05 0.20 0.22 0.29 0.37
Cap. = mm width 1.2e-15 9.9e-16 6.9e-16 7.4e-16 6.2e-16 5.3e-16

TABLE I
SUMMARY OF POWER SCALING RESULTS. ALL OTHER VALUES ARE

COMPUTED BY SCALING ACCORDING TO ITRS PREDICTIONS.

Fig. 5. Optimal frequency plan for 16 cores arranged in a 4� 4 grid.

the linear programming formulation (given by Equations 7
and 8) to maximize system performance under the constraint
that the junction temperature is � 85 °C. We present two
different solutions to the problem: a standard solution, and
an optimal solution. The standard solution has an added
constraint equating the frequencies of all cores. This is the
standard frequency plan in use in most chips today. Due
to various spatial dependencies, i.e., adjacency of cores to
various chip features as well as local variations in workload,
optimal planning results in a different solution from standard
planning. To quantify such difference, we solve the linear
programming problem defined by the constraints (7), with
the objective function (8), where all threads running on
the cores have equal weight, i.e., wi = 1. This indicates
that each core is running a thread of equal importance. We
use the MATLAB optimization package’s linear program
solver to ascertain the optimal solution. Most optimizations
took approximately 0.01 seconds on a 2.93GHz Intel Dual
Core Extreme workstation with 2GB RAM. This assures that
our plans are computable at runtime in a dynamic thermal
management setting. The results for the various technology
nodes are tabulated in Table II, where we report the system
throughput (as measured by the sum of all frequencies over
all cores) for the standard throughput case and the the
optimized case.

The results given in Table II demonstrate that there is
a significant throughput improvement for the optimal fre-
quency plan (rows 4 and 5) over the standard plan (row 3).
In addition, the improvement (row 5) increases with each new
technology generation. Moreover, the performance improve-
ment with coming generations does not just show increases
in absolute performance, but in percentage improvement as
well. In other words, our methods will become more effective
at future technology nodes. With many cores on the chip,
the thermal advantages/disadvantages of spatial core layout
become more evident and can be exploited more easily by
our methods.

In Figure 5 we plot the frequencies of the optimal fre-
quency plan as a function of the core location. In this figure,
we can clearly see that some cores have had their frequencies
increased at the expense of other cores such that the total
system performance is maximized. Figure 5 shows one of the
most important conclusions of our work. Cores surrounded
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row 1 Technology 130nm 90nm 65nm 45nm 32nm 22nm
row 2 Number of cores 1 2 4 8 16 32
row 3 Standard Throughput 2.6 5.5 11.9 19.0 38.1 71.4
row 4 Frequency planning Throughput 2.6 5.5 12.1 19.9 41.6 80.8
row 5 Improvement (%) 0% 0.5% 1.7% 4.5% 8.5% 11.2%
row 6 Frequency + Voltage planning Throughput 2.6 5.7 12.9 21.5 47.4 107.7
row 7 Improvement (%) 0% 1.1% 7.6% 11.7% 19.7% 33.4%

TABLE II
MIXED WORKLOAD THROUGHPUT FOR STANDARD, FREQUENCY OPTIMAL, AND VOLTAGE INCORPORATED HEURISTIC PLANS.

!Fig. 6. Total and average thread throughput as a function of the number
of active cores in a 16 core system.

by other cores should be run at slower frequencies, while
cores near the comparatively cold cache or adjacent to the
chip edge should be run at higher frequencies. The colder
caches and chip edges represent thermal reservoirs where
heat can more quickly and easily be transferred. Thus, outer
cores can dissipate heat more effectively and should be
run faster. Interior cores, surrounded by comparatively hot
additional cores have less efficiency at dissipating their heat
laterally, and can count only on a heat transfer path through
the package for heat removal. If an interior core is colder
than its surrounding cores, heat will also flow into the interior
core from its neighboring cores, only worsening its thermal
disadvantage. Thus, Figure 5 confirms that outer cores are
much better candidates for frequency increases, and interior
cores should be run at slower frequencies. Also, corner
cores have two free sides, and thus can be run even faster.
Different floorplans may have other thermal advantages and
disadvantages associated with core adjacency and location.
However, our method is not specific to our floorplans. Rather,
the model could be used with any core arrangement to
produce the optimal frequency plan.

To validate our solutions, we input both the optimal and
standard frequency plans that are computed from the linear
program into the tool-chain (Figure 4) and examine the
temperature at the outputs. Across all technology settings,
the mean absolute error was 1.2°C (if our model is
100% accurate then we expect a maximum temperature of
85°C resulting in an error of 0°C). Though our model is
not 100% accurate, 1.2°C is more than accurate enough
for run-time use. Thus, we have confirmed that applying
the optimal frequency plans to the chip closely meets the
steady-state maximum temperature constraint.

Impact of Voltage Planning. As described in Subsection
III-B, planning both the frequency and the voltage can bring

!Fig. 7. The impact of increasing the weight of high-priority threads on
their runtime.

further improvements in performance at no impact to the
maximum temperature constraints. Our starting point in this
experiment is the optimal frequency plans that we have
calculated and have led to the results summarized in row
4 of Table II. These frequency plans were calculated on
the assumption that all the cores operate at the maximum
voltage, where the maximum varies depending on the
technology generation as outlined in Table I. It is apparent
from the distribution of the optimal frequency plan in Figure
5 that optimal planning leads to decreases in frequency
for some cores. Thus, the voltage of these cores can be
decreased, which would decrease power consumption.
Since voltage has been scaled on these throttled cores, we
can increase their frequencies to return the cores’ power
consumption to their levels from the earlier frequency plan.
We can see from rows 6 and 7 of II that there are large
performance gains associated with the incorporations of
voltage scaling with frequency. The voltage planning results
lead to further increases in performance peaking at 33.4%
at the 22nm node. These results are not necessarily optimal,
but provide a lower bound for the potential performance
gains made possible by frequency and voltage planning as
opposed to frequency planning alone.

Results of Dynamic Planning. Consider a 16 core system
with less than optimal TLP. Figure 6 shows average active
core frequency and total chip-wide throughput with the
number of active cores. As the number of active cores
decreases from 16, re-solving the linear program gives higher
core frequencies for the active cores. Thus, as the number
of active cores decreases to as low as 11, the increases in
average active core frequency actually permit a negligible
performance degradation. In other words, the active cores
can be boosted such that total chip-wide performance is
near constant. As TLP further decreases, constant chip-wide
performance cannot be maintained, but re-solving the linear
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program does provide large performance gains over simply
disabling cores in the 16 core optimal plan. Therefore, re-
solving the linear program in a dynamic setting with less
than ideal TLP is highly valuable for maximizing chip-wide
throughput.

It is also prudent to examine the success of our methods in
situations where all cores are in use, but where the threads
being run on certain cores are of varying importance. To
illustrate the possible advantages of our system, we propose
a simple case study. Suppose a 16 core system is running 16
separate threads, 2 of which are of critical importance to the
user. The other 14 cores run tasks of low importance, that do
not directly interact with the user. We begin with the optimal
frequency plan of the 16 cores configuration. We assume
the operating system would have already assigned the high
priority threads to the two fastest cores. We subsequently
examine the time it would take to complete the two high
priority tasks as we vary their weight constants. The other
low priority tasks will have weight constants equal to unity.
As Figure 7 shows, the speed of the high-priority cores
can be increased, at the expense of the speed of the low-
priority cores. However, since the high-priority tasks were
directly visible to the user, quickly completing these tasks
can greatly increase the observed performance of a machine.
The background tasks are not as time sensitive, and thus can
be sacrificed for the high-priority threads.

V. CONCLUSIONS

In this paper we proposed novel techniques to maximize
the performance of multi-core processors under thermal
constraints. Using machine learning techniques, we have
proposed a simple model that can mathematically describe
the thermal characterization of multi-core processors given
their input operating parameters. Given the measurements of
on-chip thermal sensors, this model allows us to calculate
a core’s maximum temperature to a reasonable degree of
accuracy. Our model lends itself naturally into a linear
programming optimization formulation. We have examined
several different situations where the linear program pro-
vides optimal frequency and voltage plans that give superior
physical performance when compared to standard choices.
Moreover, the optimization environment we have developed
is versatile. If two cores are running threads that need to
be computed at the same time, those cores’ frequencies can
be equated with an additional constraint in the program.
If the chip design does not include individual voltage and
frequency controls for each core, but rather for clusters of
cores, it is a simple matter to equate each cluster’s frequency
as a constraint in the program. Our frequency and voltage
plans can be well-integrated in an existing DTM scheme. A
DTM scheme can further adjust the frequency and voltage
of each core during runtime to account for any unmodeled
thermal variations.

There are limits on the amount of thread-level parallelism
a workload can have. As a result, situations may arise
where all of the cores in a multi-core system are not in
use. We have shown that using our methods can help to

increase the performance of a system with stalled cores. Our
method increases the active cores’ frequencies just enough
to assure the specified steady-state temperature constraint
is not violated. Our method takes into account the spatial
locality of stalled cores as well as the existing thermal
advantage/disadvantages of each core, and recomputes an
optimal frequency plan. This technique has a great deal
of value at the current technology node, where multi-core
architectures are running workloads not necessarily designed
for thread-level parallelism.
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